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Abstract— Vision-Language-Action (VLA) models may un-
derperform when deployment conditions differ from those
represented in training, while collecting sufficient target-domain
data for policy adaptation can be costly. We study how to
adapt the behavior of a frozen VLA using a small set of
successful target-task demonstrations and repeated deployment
experience. Our framework augments native VLA proposals
with retrieved and memory-initialized candidates derived from
demonstration memory, and uses a lightweight external selector
to choose among them. The selector is initialized from short-
horizon physical preferences on demonstration states. After
each deployment round, candidates are counterfactually evalu-
ated from states visited by the current selector, producing new
pairwise preferences that update only the selector while leaving
the VLA fixed. We evaluate the framework using a LIBERO-
finetuned π0.5 on four ManiSkill3 manipulation tasks. Our
method reaches deeper task stages than the frozen VLA and a
retrieval-based in-context baseline in initial deployment. Across
repeated deployment rounds, selector adaptation yields overall
improvements in later-stage progress, including in settings with
no full-task success. Over 98% of deployment-visited states also
yield informative candidate preferences. These results provide
initial evidence that few demonstrations and deployment expe-
rience can jointly specialize action selection under distribution
shift without updating the VLA.

I. INTRODUCTION

Vision-Language-Action (VLA) models have emerged as
generalist robot policies with broad manipulation capabilities
across diverse tasks and environments [1], [2], [3], [4]. In in-
dustrial deployment, however, a general-purpose policy must
be specialized for a specific production condition, where
task configuration, observations, and interaction dynamics
may differ from those represented in training [5], [6], [7],
[8]. A common approach to bridging this gap is to fine-
tune the pretrained VLA on demonstrations collected from
the target domain [3], [9], [10]. However, as deployment
exposes states beyond the initial adaptation data, contin-
ued specialization through repeated VLA updates may risk
degrading capabilities retained from pretraining [11]. This
motivates complementary approaches that adapt the behavior
of a frozen VLA [12], [13], [14], [15].
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We ask whether such adaptation can be achieved from
limited target-task data. A small set of successful demonstra-
tions provides task-specific information that can be reused
at deployment, and retrieval-based in-context methods offer
one way to do so without further parameter updates [16].
However, relying on demonstration reuse alone has two lim-
itations. First, retrieved actions originate from demonstration
states and may not be directly appropriate for the robot’s
current state [17], [18], [19]. Second, closed-loop execution
can drive the policy into states not covered by a small
demonstration memory [20]. At these deployment-visited
states, sparse terminal outcomes provide little supervision
for distinguishing actions that make meaningful intermediate
progress [21].

To address these challenges, we introduce a deployment-
state adaptation framework that keeps the VLA frozen and
updates an external action selector. At each replanning
step, the selector chooses from a candidate pool comprising
native VLA proposals, raw retrieved actions, and memory-
initialized proposals generated from the current observation.
We initialize the selector on demonstration-memory states
using pairwise preferences derived from short-horizon phys-
ical progress. After each deployment round, candidates are
counterfactually executed from saved deployment states for
short-horizon evaluation, and the resulting preferences are
used to update the selector for the next round. Because this
supervision relies on relative progress rather than terminal
success alone, adaptation can continue even when a de-
ployment round contains no successful trajectory. Thus, few
demonstrations initialize task-relevant action selection, while
repeated deployment experience specializes the selector to
the states it actually encounters.

We evaluate this setting by deploying a frozen LIBERO-
finetuned π0.5 on four ManiSkill3 manipulation tasks [22],
[23]. In initial deployment, our method reaches deeper task
stages than the frozen π0.5 model and a π0-FAST retrieval-
based in-context baseline across all four tasks, with higher
full-task success on PullCube and PushCube. On PullCube,
task success changes from 50.0% in Round 1 to 45.0% in
Round 2 and 77.5% in Round 3. On PegInsertionSide, no
round achieves full-task success, yet later rounds demonstrate
more progress beyond contact toward grasping and lifting
the peg. Across both tasks, over 98% of deployment-visited
states provide at least one strict candidate preference, show-
ing that adaptation supervision remains widely available even
in rounds with no successful trajectory.

Our contributions are twofold:
• We construct a task-relevant candidate pool for frozen-



VLA deployment adaptation using a small target-task
demonstration memory, combining native proposals
with retrieved and memory-initialized actions.

• We introduce round-wise adaptation of an external
action selector using pairwise preferences derived from
counterfactual short-horizon progress at deployment-
visited states, enabling adaptation even when terminal
task success is absent.

II. RELATED WORK

A. Deployment-Time Adaptation and Action Selection for
Frozen VLAs

Recent work has explored adapting robot policies from
deployment interaction. TT-VLA and EVOLVE-VLA update
the action policy using environment feedback [24], [25],
whereas TTT-VLA keeps the policy backbone frozen and
adapts a latent interface at test time that is learned jointly
with the policy beforehand [26]. Failure-oriented methods
pursue related goals through test-time policy adaptation,
as in FAR, or auxiliary residual recovery policies while
keeping the VLA frozen, as in ReCoVLA [27], [28]. Our
approach instead leaves the VLA action generator unchanged
and places deployment-time adaptation in an external action
selector, without requiring an adaptation-specific interface
within the VLA.

A complementary line of work keeps the base policy
frozen and improves execution by externally evaluating and
selecting among its action candidates. SVA selects among
frozen-VLA candidates using a learned value model [15],
UF-OPS learns a verifier from initial on-policy rollouts [14],
and RoboCritic learns fine-grained progress comparisons
from successful and failed rollouts [29]. In these methods,
the evaluator is trained before the reported test-time selec-
tion phase, rather than being repeatedly retrained on states
induced by the current selector during deployment. Other
external evaluators are similarly used for test-time action
selection [30], [31]. Most closely related, B2FF trains a
selector from counterfactual candidate rollouts at injected
failure contexts using binary recovery outcomes, and then
keeps the selector fixed during deployment [32]. In contrast,
we repeatedly update the external action selector from states
visited under its current deployment policy, using short-
horizon relative physical progress to supervise the next-round
selector.

B. Progress- and Preference-Based Supervision

Prior work has shown that richer progress signals can
improve learning beyond sparse terminal success. ReWiND
and RARM construct dense reward signals using learned
reward models or reference-anchored progress [33], [21].
ARM models relative advantage from pairwise state compar-
isons [34], while Robometer combines frame-level progress
supervision with inter-trajectory preferences [35]. ALTER
derives stage-relative advantage labels from local progress
within a fixed deployment corpus, without additional envi-
ronment interaction, for offline policy learning [36]. LfH
relabels failed VLA rollouts according to behaviors they

actually accomplish [37]. These methods use progress-,
preference-, or hindsight-based supervision to train reward
models or improve the underlying robot policy.

Our distinction lies in how progress supervision is gen-
erated and used during deployment. After each deployment
round, we restore states actually visited by the current se-
lector, execute alternative candidates from the same restored
state, and convert their short-horizon physical outcomes into
pairwise preferences. These preferences are used to update
the external selector while keeping the VLA action generator
frozen, providing supervision directly from the selector-
induced deployment distribution even in rounds with no
successful trajectory.

C. Retrieval-Augmented VLA Execution

Retrieval offers a lightweight way to exploit small demon-
stration or experience memories. RICL post-trains π0-FAST
for retrieval-augmented in-context learning and interpolates
the closest retrieved action tokens with the model’s autore-
gressive action-token distribution [16]. Related work uses
retrieved memories either to augment action generation in
frozen VLAs or to support policy adaptation [38], [39].
Retrieve-then-Steer retrieves successful action experience
and injects it as a prior into the sampler of a frozen flow-
matching VLA [19].

We instead use retrieval primarily to expand the ac-
tion candidates available to an external selector, retaining
retrieved and memory-initialized actions alongside native
VLA proposals. Memory-initialized sampling is conceptually
related to the prior-guided generation in Retrieve-then-Steer,
but here it produces only one candidate family that is
subsequently compared with native and retrieved candidates
by an external selector [19].

III. METHODOLOGY

A. Deployment Setting

We consider repeated closed-loop deployment of a frozen
VLA policy π in a target task that differs from its training
distribution. A small demonstration memory M contains
successful target-task trajectories collected under initial con-
figurations different from those used for evaluation. These
demonstrations are used for candidate construction and se-
lector training.

At each replanning step t, we construct a set of N action-
chunk candidates Ct = {at,1, . . . ,at,N} using the frozen
VLA and demonstration memory M, with each candidate
having horizon H . A lightweight selector fθ scores the
candidates, and the highest-scoring candidate is selected for
execution. Only the first He actions of the selected chunk
are executed before the next replanning step. Candidate
construction is described in Sec. III-B and selector scoring
in Sec. III-C.

Deployment states and their corresponding candidate sets
are stored for the offline preference supervision described in
Sec. III-D. Across deployment rounds, we update only the
selector while keeping the VLA and candidate-construction
procedure fixed.
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Fig. 1. Overview of our framework. (a) A small target-task demonstration memory augments native frozen-VLA proposals with retrieved actions and
memory-initialized proposals. (b) During deployment, pre-action states and candidate sets are stored at each replanning step. After each round, stored states
are restored and candidate prefixes are counterfactually evaluated from the same state using task-specific physical progress. Preferences aggregated across
visited states update only the selector before the next deployment round; the VLA remains frozen.

B. Memory-Augmented Candidate Construction

At each replanning step t, we augment the frozen VLA’s
native proposals using the demonstration memory M. We
retrieve the K most relevant demonstration anchors, where
each anchor denotes the starting time step of an H-step
action chunk in a demonstration trajectory. Retrieval com-
pares temporal visual features, robot-state features, and their
temporal differences after robust normalization, using only
deployment-available observations and no privileged object
or task state. Appendix A provides a brief analysis of the
choice of K.

Each retrieved anchor j ∈ {1, . . . ,K} provides an action
chunk bt,j ∈ RH×da , where da denotes the action dimen-
sion. Retrieved observations are used only for retrieval; VLA
sampling remains conditioned on the current deployment
observation.

The candidate pool contains both native VLA proposals
and actions derived from the retrieved chunks. We first
generate one nominal and eight stochastic action chunks
directly from the frozen VLA. We set K = 2 for all
experiments, and the two retrieved action chunks are also
included directly as raw retrieved candidates. In addition,
each retrieved action chunk is used to initialize the VLA’s
flow-matching sampler. After mapping the retrieved chunk
to the VLA’s normalized action-chunk space, we construct

xt,j,λ = (1− λ)b̂t,j + λϵ, ϵ ∼ N (0, I), (1)

where b̂t,j ∈ RH×da denotes the normalized retrieved action
chunk, ϵ is standard Gaussian noise of the same shape, and
λ controls the amount of injected noise. Starting from xt,j,λ,

the frozen sampler continues toward the action endpoint
while conditioning on the current deployment observation.
We refer to the resulting proposals as memory-initialized
candidates. We use λ ∈ {0.05, 0.10, 0.20} and draw two
independent noise samples for each retrieved anchor and
initialization level, yielding twelve memory-initialized pro-
posals. Appendix B analyzes the complementary candidate
support provided by the three initialization levels.

The resulting candidate pool is

Ct = {at,1, . . . ,at,N}, (2)

where each at,i ∈ RH×da denotes a candidate action chunk.
In our experiments, N = 23, comprising nine native VLA
proposals, two raw retrieved chunks, and twelve memory-
initialized proposals.

C. Context-Conditioned Action Selector

Given the candidate set Ct from Sec. III-B, a lightweight
selector fθ assigns a scalar score to each candidate. The
execution context ct contains a short history of wrist-camera
DINOv2 features, proprioceptive states, and their temporal
differences [40].

For each candidate at,i, we construct a candidate repre-
sentation ut,i from its normalized action chunk and a small
set of candidate-generation metadata. A lightweight two-
tower MLP separately encodes the execution context ct and
candidate representation ut,i, then combines the resulting
embeddings to produce a scalar score

zt,i = fθ(ct,ut,i). (3)



The highest-scoring candidate is selected as

i∗t = arg max
i∈{1,...,N}

zt,i. (4)

D. Deployment-State Preference Supervision and Iterative
Adaptation

To train the selector, we construct pairwise preferences by
counterfactually evaluating candidate action chunks from a
common simulator state. For initial training, we use states
drawn from the successful demonstration trajectories in M.
At each such state, we construct a candidate set using the pro-
cedure in Sec. III-B and evaluate each candidate by executing
its first He actions from the same starting state. The resulting
behavior is evaluated using a task-specific lexicographic
physical progress measure that prioritizes task completion
and intermediate manipulation progress. This allows prefer-
ences to be formed from partial physical progress even when
neither candidate completes the task. Counterfactual branch
evaluation and privileged physical quantities are used only
offline to generate selector supervision and are never used
for online selection.

At a given training state, we suppress the state index for
clarity. For two distinct candidate indices p, q ∈ {1, . . . , N},
if candidate ap achieves strictly greater physical progress
than aq , we assign the preference

ap ≻ aq. (5)

Ties are excluded from training. Because the selector only
needs to rank candidates within the same state, we learn from
relative preferences rather than regressing absolute physical
scores:

Lrank = softplus (− [zp − zq]) . (6)

Preferences constructed from demonstration states are used
to train the initial selector fθ0 .

We then adapt the selector using states encountered during
closed-loop deployment. Let st denote the pre-action simu-
lator state at replanning step t. In deployment round r ≥ 1,
we execute the current selector fθr−1 and, at each replanning
step, store st together with the candidate set Ct generated at
that state. Candidate construction continues to use the fixed
demonstration memory M as described in Sec. III-B.

After each deployment round, the stored states are rela-
beled offline. For each candidate at,i ∈ Ct, we restore the
same stored state st and execute the first He actions of
that candidate. The resulting short-horizon physical outcomes
are compared using the same progress measure to produce
new pairwise preferences at states actually visited under the
current selector.

The newly collected deployment-state preferences are ac-
cumulated with the initial demonstration-based supervision
and preferences from previous deployment rounds. To obtain
the next selector, we initialize θr from θr−1 and update only
the selector parameters. The VLA, demonstration memory,
and candidate-construction procedure remain fixed. Repeat-
ing this procedure yields

θ0 → θ1 → θ2 → · · · , (7)

allowing the selector to specialize to the closed-loop state
distribution induced by its own deployment behavior without
modifying the VLA.

IV. EXPERIMENTS

A. Experimental Setup

We evaluate our method on four ManiSkill3 manipulation
tasks : PlugCharger-v1, PegInsertionSide-v1, PullCube-v1,
and PushCube-v1. Our method uses a LIBERO-finetuned
π0.5 as the VLA backbone, which remains frozen during
deployment and selector adaptation [23], [22]. For each
task, we collect eight successful target-task demonstrations
under initial configurations separate from those used for
evaluation. These demonstrations form the memory M used
for candidate construction and for training the initial selector
fθ0 .

By default, our method uses the combined pool of native
and memory-derived candidates described in Sec. III-B,
with N = 23 action chunks at each replanning step. Each
candidate has horizon H = 10, and only the first He = 3
actions of the selected chunk are executed before replanning.
Round r uses selector fθr−1 ; between rounds, only the se-
lector is updated, while the VLA and candidate-construction
procedure remain fixed. Candidate-source ablations compare
the combined pool against native-only and memory-derived-
only variants; see Appendix C.

For each task, we evaluate four deployment seeds with
10 stochastic closed-loop trials per seed, yielding 40 trials
for each evaluated method or deployment round. We report
full-task success together with task-specific intermediate
physical progress, including contact, grasp, lift, and goal-
directed object motion where applicable. These intermediate
stages quantify episode-level behavioral progress even when
full-task success is sparse. The finer-grained lexicographic
criteria used to generate selector preferences are distinct from
these evaluation stages and are provided in Appendix D.

We evaluate initial deployment on all four tasks against the
frozen LIBERO-finetuned π0.5 model alone and a π0-FAST
retrieval-based in-context learning (RICL) baseline [16],
[22]. We use π0-FAST for RICL following its published
formulation, as its action-interpolation mechanism is not
directly applicable to the flow-matching action head of
π0.5. We post-train the RICL model on 20 LIBERO tasks
using 20 demonstrations per task. The same eight target-task
demonstrations used by our method are provided to RICL as
its retrieval memory.

We then study round-wise selector adaptation over three
deployment rounds on PullCube and PegInsertionSide. In
initial deployment, PullCube and PushCube achieve full-
task success in some trials, whereas PegInsertionSide and
PlugCharger do not. We select one task from each regime—
PullCube and PegInsertionSide—to examine adaptation un-
der contrasting levels of initial task completion.

B. Initial Deployment under Domain Shift

We first evaluate initial deployment performance before
incorporating any deployment-state adaptation. We compare
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Fig. 2. Initial deployment under domain shift across four ManiSkill3 tasks. We compare the frozen LIBERO-finetuned π0.5 model, the π0-FAST RICL
baseline, and our method using the same frozen π0.5 backbone with the initial selector fθ0 .

the frozen LIBERO-finetuned π0.5 model, the π0-FAST
retrieval-based in-context learning (RICL) baseline [22],
[16], and our method using the initial selector fθ0 across
the four ManiSkill3 tasks. At this stage, fθ0 is trained only
from demonstration-based supervision and has not yet been
adapted using states encountered during deployment.

Fig. 2 compares full-task success and task-specific inter-
mediate physical progress. The frozen π0.5 model and RICL
baseline show limited later-stage progress under the shifted
deployment conditions. Similar sensitivity to distribution
shift has been reported for π0.5, with the pretrained model
achieving 0% success on an unseen LIBERO suite before
target-specific adaptation [41]. In contrast, our selector-
augmented frozen π0.5 model reaches later task stages more
consistently. On PullCube and PushCube, this results in full-
task success in a subset of trials, while PegInsertionSide
and PlugCharger remain incomplete but exhibit intermediate
manipulation progress. Stage-wise evaluation also captures
partial task progress that terminal success alone does not
reveal. For example, on PullCube, the π0.5 model frequently
satisfies the Pull stage by moving the cube at least 2 cm, but
does not achieve full-task success.

A candidate-source ablation further shows that including
memory-derived candidates provides substantial gains over
native-only sampling in initial deployment, particularly for
task-relevant intermediate progress and full-task success on
PullCube and PushCube; see Appendix C. The relative
performance of the Combined and Memory-derived only
pools varies across tasks, so we do not claim that a single
candidate-pool composition is uniformly optimal. Overall,
these results indicate that augmenting native VLA proposals
with task-relevant candidates from a small demonstration
memory improves initial frozen-VLA deployment before any
deployment-state adaptation.

C. Iterative Deployment-State Adaptation

We next evaluate whether supervision from deployment-
visited states can further specialize the selector over repeated
deployment rounds. We study PegInsertionSide and PullCube
over three rounds, with four deployment seeds and 10
stochastic trials per seed (40 trials per round). Round 1 uses
fθ0 , while Rounds 2 and 3 use fθ1 and fθ2 , respectively.

After each of the first two rounds, counterfactual physical
preferences collected at states visited in that round are
accumulated with previous supervision to train the selector
for the next round. Fig. 3 reports the fraction of trials
reaching successive task-specific manipulation stages.
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Fig. 3. Iterative deployment-state adaptation on PegInsertionSide and
PullCube. Bars show the fraction of 40 closed-loop trials reaching each
task-specific manipulation stage over three deployment rounds.

On PegInsertionSide, full-task success remains zero across
all rounds, but later-stage progress improves substantially:
Grasp increases from 7.5% in Round 1 to 27.5% in Round 3,
while Lift increases from 2.5% to 25.0%. Qualitatively,
Round 3 rollouts progress beyond contact and lifting to
bringing the grasped peg to the insertion hole and attempting
insertion. On PullCube, task success improves overall from
50.0% in Round 1 to 77.5% in Round 3, despite a slight dip
in Round 2. The Pull stage similarly increases from 67.5%
to 100%. Overall, both tasks show deeper task progress by
Round 3, although individual selector updates do not always
yield monotonic gains.

Importantly, informative supervision remains available
even when full-task success is absent. A deployment-visited
state is considered informative if counterfactual evaluation
yields at least one strict preference between candidates under
the short-horizon physical progress measure. Across the two
relabeling rounds of PullCube and PegInsertionSide, over
98% of visited states are informative.



V. DISCUSSION AND LIMITATIONS

Our current adaptation procedure relies on restoring pre-
viously visited states and privileged task-state information
(used only for offline preference supervision), limiting the
present implementation to simulation or resettable environ-
ments. Physical deployment could instead pair the real robot
with a digital twin for state reconstruction, counterfactual
evaluation, and progress supervision. Adaptation is also
not guaranteed to improve performance after every selec-
tor update, as short-horizon supervision can overemphasize
locally favorable progress, motivating stability-aware update
strategies. Finally, the physical-progress criteria are currently
specified per task, leaving their automatic construction to
future work.

VI. CONCLUSION

We presented a framework for adapting action selection
around a frozen VLA using deployment experience, while
leaving the underlying VLA unchanged. A small demonstra-
tion memory provides task-relevant candidates and initial se-
lector supervision, while counterfactual short-horizon phys-
ical preferences at deployment-visited states enable round-
wise selector updates. Across four ManiSkill3 tasks, our
results provide initial evidence that this approach improves
frozen-VLA deployment and that useful preference supervi-
sion is available for over 98% of relabeled deployment states,
including settings where full-task success is absent.

APPENDIX
A. Number of Retrieved Memory Anchors

We use K = 2 retrieved memory anchors in all experi-
ments. To examine this choice, we measure the diversity of
the top-K retrieved action chunks over the analyzed deploy-
ment states. Action chunks are normalized per dimension and
flattened, and diversity is measured as the mean pairwise ℓ2
distance among the retrieved chunks.

As shown in Table I, increasing K from 2 to 3 or 4
provides only modest additional pairwise diversity relative to
the corresponding increase in memory-conditioned sampling
cost. We therefore fix K = 2 as a diversity–compute trade-
off.

TABLE I
EFFECT OF THE NUMBER OF RETRIEVED MEMORY ANCHORS

ON ACTION DIVERSITY.

K 2 3 4
Pairwise diversity 2.077 2.265 2.412

Increase vs. K = 2 – +9.0% +16.1%

B. Memory-Initialization Levels

We evaluate the contribution of the three memory-
initialization levels across four tasks. Removing λ = 0.05,
0.10, or 0.20 from the candidate pool degrades the best
available physical outcome in 37.7%, 16.4%, and 32.3% of
evaluated states, respectively. These results indicate that all
three initialization levels provide complementary candidate
support, so we retain all three for experiments.

C. Effect of Memory-Derived Candidates

We further examine the contribution of memory-derived
candidates by comparing three candidate-pool compositions:
Native-only, which contains only proposals sampled directly
from the frozen VLA; Memory-derived only, which contains
raw retrieved actions and memory-initialized proposals; and
Combined, which contains both native and memory-derived
candidates. To keep the candidate-pool size fixed at N = 23,
we adjust the number of stochastic samples within each
variant accordingly: Native-only uses one nominal and 22
stochastic native proposals; Memory-derived only uses two
raw retrieved actions and 21 memory-initialized proposals;
and Combined uses nine native, two raw retrieved, and
twelve memory-initialized proposals.
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Fig. 4. Effect of candidate-pool composition on initial deployment. All
variants use N = 23 candidates. Native-only uses frozen-VLA propos-
als only; Memory-derived only uses raw retrieved actions and memory-
initialized proposals; and Combined uses both.

As shown in Fig. 4, candidate pools containing memory-
derived actions generally outperform Native-only sampling
in task-stage achievement. Memory-derived only often at-
tains higher stage-wise rates, whereas on PegInsertionSide
and PlugCharger, the Combined pool progresses beyond
reach and contact to deeper manipulation stages such as
grasp and lift. Thus, neither pool composition is uniformly
superior, suggesting complementary roles for native and
memory-derived candidates.

We next compare the two stronger candidate-pool variants
over repeated selector adaptation on PegInsertionSide and
PullCube. Fig. 5 shows that the two candidate pools exhibit
distinct adaptation behavior. On PegInsertionSide, Memory-
derived only achieves higher absolute grasp and lift rates
in Rounds 2 and 3, while the Combined pool shows a
consistent increase in these later-stage achievements across
rounds. On PullCube, the difference is more pronounced. The
Combined pool reaches substantially higher pull progress
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Fig. 5. Round-wise adaptation with Combined and Memory-derived only
candidate pools on PegInsertionSide and PullCube.

and task success by Round 3, whereas Memory-derived
only declines from its Round 1 performance and does not
recover to the same level in later rounds. These results
indicate that higher absolute performance from memory-
derived candidates does not necessarily imply better behavior
under repeated selector adaptation. Retaining native VLA
proposals alongside memory-derived candidates may provide
complementary action alternatives that become useful as the
selector adapts to deployment-visited states.

D. Task-Specific Candidate Preference Criteria

For selector training, candidate rollouts from the same
state are compared using task-specific lexicographic progress
criteria. These criteria are used to generate candidate pref-
erences and are distinct from the stage-wise metrics used
for episode-level evaluation. The terms are compared se-
quentially in priority order rather than combined into a
weighted scalar score. When candidates are indistinguish-
able under higher-priority criteria, subsequent terms provide
progressively finer comparisons. In particular, lower-priority
continuous measures, such as approach distance and object
displacement, help reduce ties between otherwise similar
candidate rollouts.
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TABLE II
LEXICOGRAPHIC CRITERIA FOR SAME-STATE

CANDIDATE PREFERENCES.

Task Candidate preference criteria
(highest → lowest priority)

PlugCharger Success → insertion progress → socket alignment
→ controlled lift → stable grasp
→ bilateral contact → TCP-to-charger proximity

PegInsertionSide Success → insertion progress → insertion alignment
→ controlled lift → grasp stability
→ bilateral contact → TCP-to-peg proximity

PullCube Success → cube-to-goal progress
→ goal-directed cube displacement
→ TCP-to-cube proximity

PushCube Success → cube-to-goal progress
→ goal-directed cube displacement
→ TCP-to-cube proximity
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