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Abstract— Manipulation benchmarks commonly evaluate
grasping, pick-and-place, and assembly of loose parts. Oper-
ating constrained mechanisms also requires controlled force
and torque, motion along prescribed axes, and multi-step
sequencing. We present &3 HiveBoard, a modular, fully 3D-
printable benchmark of functional mechanisms for robotic and
prosthetic manipulation. A hexagonal honeycomb base accepts
12 interchangeable attachment designs for torque, precision,
and composed assembly tasks, under 13 evaluation conditions.
The release includes printable geometry, URDF and USD
simulation assets with Isaac Lab reinforcement-learning envi-
ronments, a protocol with five trials per condition, a browser-
based Evaluation Runner, and DataHive, a toolkit for collecting
learning episodes. We report a cross-laboratory evaluation
of five systems: a tablet-teleoperated Spot Arm, a leader-
follower SO-101 arm, an ANYmal with DynaArm controlled
through virtual-reality devices, a gamepad-teleoperated Franka
Research 3, and a wearable Macao prosthetic hand. Each
platform performed 65 trials, and four unimpaired subjects
performed the same trials with their own hand. We also define
the HiveScore, which weights the success rate on each condition
by the completion speed relative to the human reference. None
of the five platforms completed all 13 conditions, and their
HiveScores range from 5.7 to 12.0 for the teleoperated arms and
41.6 for the prosthetic hand, against 85.8 to 97.8 for the human
subjects. The recorded failure causes identify task-dependent
limitations in grasp geometry, motion, force, and control pre-
cision. Project page: hiveboard—-bench.github.io.

I. INTRODUCTION

The manipulation capabilities of robotic and prosthetic de-
vices are benchmarked, with few exceptions, on free objects.
Many objects that a deployed system must operate, however,
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Fig. 1: é8HiveBoard. A 3D-printed hexagonal honeycomb
base accepts interchangeable attachments covering torque,
precision, and composed assembly tasks. The full attachment
library is reproducible on a consumer FDM printer.

are constrained mechanisms. A valve can only rotate about
its stem, a screw advances along its thread against friction,
a drawer slides on rails, and a lock can be opened only
with a grasped, inserted, and rotated key. Operating such
mechanisms depends on grasp force, kinematic reach, and
sequencing in ways that grasping scores for loose objects
do not capture, and such mechanisms appear in several
application domains. In industry, legged platforms already
inspect oil and gas installations [1] and offshore converter
stations [2], yet inspection alone does not require physical
interaction with the equipment, and moving from inspection
to intervention means operating these same mechanisms.
Prosthetic hands are increasingly designed and evaluated
for activities of daily living [3], which include constrained
mechanisms.

Object sets such as YCB [4], EGAD [5], and GRASPA [6],
and prosthetic-hand protocols such as the AHAP [7], stan-
dardize what is grasped and how grasping is scored, but
contain no mechanism to operate. Task boards built from
commercial components [8], [9] capture realistic assembly
and actuation, but reproducing them requires sourcing spe-
cific purchased parts. Printable benchmarks such as Furni-
tureBench [10] and FMB [11] remove the sourcing problem,
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but their tasks center on part mating and insertion, without
loaded mechanisms such as valves, breakers, or locks. We are
not aware of a benchmark that poses functional mechanism
tasks, can be printed on consumer 3D printers, and provides
matching simulation assets.

This paper presents &8 HiveBoard, an open and mod-
ular manipulation benchmark (Figure 1). Its components
are printable in PLA on consumer-grade FDM machines,
without purchased mechanisms or metal inserts. The board
is organized around a seven-cell hexagonal honeycomb base
whose cells accept attachments through a shared press-fit
interface, and a set of snap-on friction rings adjusts the torque
of an existing attachment without printing a new one. The
12 attachment designs form 13 evaluation conditions. The
torque-based tasks are a ball valve, tested with and without
a friction ring, a small and a large gate valve, and a circuit
breaker. The precision-based tasks are a light bulb, M8 and
M30 threaded fasteners, and a threaded peg insertion. The
composed assembly tasks are a push button behind a hinged
cover, a lock and key, a sliding drawer, and a two-cell shock
absorber, each scored stage by stage. Every attachment is also
released as an articulated URDF and USD model with the
joints, limits, and mass properties that common simulators
require, so each task can be run physically or in simulation.

Five laboratories printed the board and ran the protocol
on their own systems: a Spot Arm under tablet teleop-
eration, a leader—follower SO-101 arm, an ANYmal with
DynaArm driven through virtual-reality devices, a gamepad-
teleoperated Franka Research 3, and the Macao prosthetic
hand worn by its operator. Four unimpaired subjects also
completed all 13 conditions with their own hand, and
their completion times are the reference against which the
HiveScore normalizes platform times.

The contributions are:

¢ An open hardware benchmark comprising a seven-cell
hexagonal base and 12 functional attachment designs
evaluated in 13 conditions covering torque, precision,
and composed assembly tasks, fully printable in PLA
on consumer FDM printers.

o A reproducible evaluation protocol with per-attachment
success criteria, timeouts, stage-wise scoring for multi-
step tasks, a closed vocabulary for reporting dominant
failure causes across platforms, and the HiveScore,
which weights the success rate on each condition by
the completion speed relative to human performance.

o Simulation assets in URDF and USD, together with
a browser-based Evaluation Runner and DataHive for
collecting, annotating, and validating learning episodes.

¢ A cross-laboratory evaluation of five manipulation sys-
tems and a four-subject human reference, reporting
success, completion time, stage completion, and failure
causes for every condition.

II. RELATED WORK

A. Object sets and grasping benchmarks

The YCB object and model set [4] established a shared
set of physical objects with mesh models and benchmarking

protocols for manipulation research. EGAD [5] contributed
a printable set of procedurally generated objects with con-
trolled geometric diversity, and GRASPA [6] defined print-
able layouts and scoring to benchmark grasp pipelines on
physical arms while accounting for the limits of the test
platform. These efforts standardize the objects and, in part,
the procedure, but they do not define success criteria for
constrained mechanisms, such as actuating a valve against
resistance or threading a fastener.

B. Task boards for industrial manipulation

Closer to our setting, the NIST assembly task boards [8]
arrange commercial connectors, fasteners, and belt drives
on standardized plates, with disassembly and assembly test
modes and scoring that has anchored several robot compe-
titions. IndustReal [12] developed simulation environments
and learned policies around the same component set, transfer-
ring contact-rich assembly skills from simulation to reality.
The Robothon Grand Challenge and the euROBIN skill ver-
satility challenge evaluate manipulation on an electronic task
board whose embedded microcontroller verifies outcomes
and logs trials [9]. BusyBox [13] provides six reconfigurable
modules for buttons, switches, sliders, wires, a dial, and a
display, with printable components, optional electronic state
logging, and manipulation demonstrations.

C. Benchmarking prosthetic and anthropomorphic hands

The Anthropomorphic Hand Assessment Protocol (AHAP)
scores a hand across 26 postures and tasks built on 25
YCB objects, and its grasping ability score has been used
to compare robotic and prosthetic hand designs [7]. The
Southampton Hand Assessment Procedure (SHAP) instead
times the hand on 26 tasks, including abstract grasps and
activities of daily living such as turning a key and a door
handle, and scores their completion times relative to norma-
tive data from unimpaired subjects [14]. The &3 HiveBoard
protocol defines success by mechanism state and prescribes
no gripper or controller, so a prosthetic hand and a robot
gripper are evaluated on the same tasks.

D. Printable manipulation benchmarks

FurnitureBench [10] provides printable furniture, standard-
ized initialization, demonstration data, and FurnitureSim for
benchmarking long-horizon furniture assembly. FMB [11]
provides printable objects, assembly boards, demonstrations,
and policies for grasping, reorientation, and multi-stage
insertion. Table I compares the physical benchmarks most
closely related to g3HiveBoard, whose distinction is the
combination of fully printable functional mechanisms, inter-
changeable mounting, adjustable ball-valve resistance, and
a protocol applied to both robot-mounted grippers and a
wearable prosthetic hand.

III. THE 8 HIVEBOARD BENCHMARK
A. Hexagonal base

The base consists of seven hexagonal cells in a hive
configuration, one central cell surrounded by six outer cells



TABLE I. Feature comparison of physical manipulation benchmarks. Checkmarks indicate features documented in
the cited works, while dashes indicate features not established by those sources. The criteria distinguish task hardware,
manipulation operations, released resources, and reported experiments.

. NIST [8] Furniture- HiveBoard
Criterion AHAP [7] boards DR.J [9] Bench[10] FMB [11] BusyBox [13] (ours)
Printable task parts - - - v v v v
Hardware Interchangeable task modules - - - - - v v
Embedded state sensing - - v - - v -
Insertion / assembly - v v v v v v
Operations Threaded fastening - v - v - - v
Valve actuation - - - - - - v
Simulation support - - - Env. - - Mod. + Env.
Resources Learning dataset - - - v v v v
Collection software - - - v v v v
Experiments Learned-policy results - - - v v v v
P Prosthetic-hand results v - - - - - v

Definitions. Printable parts are manipulated objects or mechanism components.
modules share a mechanical interface for rearranging task mechanisms. Embedded sensing refers to task hardware and is optional in BusyBox. Insertion
includes keys and connectors. Simulation: Env. denotes a provided simulation environment; Mod. denotes URDF/USD assets. A learning dataset contains
demonstration trajectories for policy training. Experiments refer to reported evaluations, not potential applications.

() (b)

(© (d)

Fig. 2: (a) The ¢3HiveBoard base, a seven-cell hexag-
onal honeycomb. The base can be arranged with different
attachments to evaluate skill sets: (b) torque-based tasks, (c)
precision-based tasks, and (d) composed assembly tasks.

(Figure 2a). Each cell is an open frame that accepts the
hexagonal footprint of an attachment, with mounting ge-
ometry shared across attachment designs. Base units can be
combined when an attachment occupies more than one cell
or when a larger evaluation scene is needed. Attachments are
held by a press fit without fasteners and can be exchanged
by hand.

B. Attachment library

The library contains 12 functional attachment designs in

o}

three categories, shown in Figure 3. The ball valve can

A checkmark does not imply that all hardware is printable. Interchangeable

be evaluated both with and without a friction ring, which
increases the torque required to complete the task. Therefore,
the benchmark comprises 13 evaluation conditions.

1) Torque-based tasks (Figure 2b): This category com-
prises a ball valve, two gate valves whose handle geometries
and sizes require different torques, and a single-pole circuit
breaker. The ball valve is paired with four snap-on friction
rings that fit over the valve body, each setting a different
rotational friction level, so the same physical valve can be
tested at multiple torque settings.

2) Precision-based tasks (Figure 2c): This category com-
prises a printed light bulb and socket, M8 and M30 threaded
fasteners, and a peg-insertion plate. The two fasteners differ
in diameter and pitch and therefore in the grasp and align-
ment they require. The peg-insertion plate has four identical
threaded sockets, with three matching pegs already seated
and one peg free. The pegs are 8 mm threaded pins, so the
operator grasps the free peg, aligns it with the empty socket,
and then rotates it down until it seats.

3) Composed assembly tasks (Figure 2d): This category
comprises a push button hidden by a hinged cover, a key-
and-lock mechanism that requires grasp, vertical insertion,
and rotation, a sliding drawer with a recessed handle, and
a shock-absorber model that occupies two adjacent cells, in
which two hexagonal end pieces are joined by a coil spring
with a pin running along the spring axis. These attachments
require multiple sub-actions and are scored stage by stage.

C. Manufacturing

All parts print in PLA on consumer-grade FDM machines
with a 0.4 mm nozzle, 0.20 mm layer height, four perimeter
walls, five top and bottom layers, 50 mm/s print speed, nozzle
temperature between 200 and 220°C, and bed temperature
between 50 and 60°C. Cooling is set to 100% and a skirt or
brim is used for adhesion, with supports only where required.



(a) Ball valve + rings (b) Gate valve, small

(e) Light bulb

(f) Thread, M8

(1) Button () Lock and key

(c) Gate valve, large (d) Circuit breaker

(g) Thread, M30

(h) Peg insertion

(k) Drawer (1) Shock absorber

Fig. 3: The g HiveBoard attachment library. Each pair of images shows the printed part (left) next to its digital twin
(right). Torque-based attachments (a)—(d), with the friction ring set in (a) modulating the breakaway torque of the ball
valve. Precision-based attachments (e)-(h). Composed assembly attachments (i)—(I), where (1) occupies two adjacent
cells. The moving parts of each object are shown in yellow in the digital twin.

TABLE II: Infill and recommended print orientation for
each class of printed part.

Part class Infill Orientation
Base structure 20%  flat

Covers 15%  flat

Torque components 30%  handle up
Threads, screws, pegs 25%  vertical
Nuts 25%  flat

Drawer 25%  flat

Shock absorber parts 25%  sideways

(a) Ball valve (b) Gate valve, large

Fig. 4: Simulation validation with Spot. Two torque-based
tasks are shown: (a) ball valve and (b) large gate valve.

A build volume of 300x300 mm allows the base to be
printed as a single piece, improving dimensional accuracy
and press-fit consistency across printers and laboratories.
Infill varies by part type to balance mass, strength, and print
time, and parts are oriented to align load paths with the layer
planes wherever possible (Table II).

D. Simulation assets

Every attachment and the base are released as simulation
assets, organized per assembly with URDF descriptions,
USD exports, and OBJ visual and collision meshes. The ball
valve and the circuit breaker expose revolute joints with their
physical angular ranges. The gate valves, the two threaded
fasteners, and the light bulb socket model screw motion as a
pair of coupled joints, a continuous rotation about the thread
axis and a prismatic translation along it, which reproduces
the advance of the part without a native helical joint type.
The button combines a revolute joint for the hinged cover
with a prismatic joint for the press, and the drawer, the lock,
and the shock absorber carry their articulation in the USD
assets. Mass properties are estimated from the volume of
each part and the density of PLA.

We verified that the assets load in MuJoCo, PyBullet, and
Isaac Sim, that each joint articulates through its physical
range, and that the collision geometry does not self-intersect
in the rest configuration. Joint friction, mass, and inertia are
nominal values, because the contact properties of printed
parts depend on the printer, filament, and slicer calibration at
each laboratory, and users can override them after identifying
the parameters on their own print. Figure 4 shows two of the
validated assets.

E. Reinforcement-learning environments

We provide Isaac Lab environments [15] for
reinforcement-learning (RL) research, enabling users
to evaluate g3HiveBoard without physical hardware and
develop policies for sim-to-real transfer. Each task—platform



(a) Spot with Spot Arm (b) LeRobot SO-101

(c) ANYmal with DynaArm

(d) Macao hand (e) Franka Research
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Fig. 5: The five manipulation systems, photographed at their laboratories: (a) Spot with Spot Arm, (b) LeRobot SO-101,
(¢) ANYmal with DynaArm, (d) Macao hand, and (e) Franka Research 3. Each laboratory printed its own board from the

released geometry.

combination defines a separate environment, while multiple
instances of each scene can be simulated in parallel
for policy optimization. This organization allows task
configurations, robot models, controllers, observations, and
termination conditions to be modified independently.

The RL objective is to learn a policy 7(a; | 0;) that maps
observation o; to action a; while maximizing the expected
discounted return

J(m) =B

ZVtT(Ot,at)] ) (1)
t=0

where 7 denotes an on-policy trajectory, v € [0,1) is the
discount factor, and 7 (o, a;) is the reward obtained at time
step t. The environments are compatible with RSL-RL [16],
which supports proximal policy optimization (PPO) [17] and
teacher—student distillation [18].
We first define the base observation space as

0; = iC?e’b, .’E?bj’b, a1, Zfriv:| ’ (2)
where %% and #9%* denote the current end-effector and
object poses, respectively, expressed in the robot-base frame.
Each pose comprises a three-dimensional position and an
orientation quaternion. The term a;_; represents the pre-
vious action, while 2" groups task-dependent privileged
information obtained from the simulator (e.g., the direction
of rotation of a valve). This common representation allows
each environment to include the state variables required by
its mechanism. The observation space can also be extended
with exteroceptive measurements to support policies intended
for deployment without access to privileged simulator infor-
mation.

The action is the commanded end-effector state, a; =
acfmd’b, which combines the commanded end-effector pose
increments (Ap;, A¢,) with the gripper-opening command
g:- A platform-specific controller maps the commanded state
to joint-position targets, providing a common policy interface
across manipulators.

The released environments were tested using operator-
issued actions to validate the simulated interactions. The
current release does not yet include demonstration datasets,
task-specific reward functions, or trained policies. Instead, it

provides a common simulation foundation on which these
components can be developed and evaluated.

IV. EVALUATION PROTOCOL
A. Platforms

Figure 5 shows the five systems. Platform A is a Boston
Dynamics Spot with the Spot Arm under tablet teleoperation.
Platform B is a leader—follower LeRobot SO-101 arm [19],
[20]. Platform C is an ANYmal [21] with a DynaArm and
a Robotiq 2F-140 gripper, operated through a Meta Quest
3 headset and hand controllers. Platform D is the Macao
prosthetic hand [22], worn by an able-bodied operator who
selects grasps with analog buttons. Platform E is a Franka
Research 3 [23] with the standard Franka Hand, teleoperated
with a gamepad. Platforms A and C used vertical boards, and
Platforms B, D, and E horizontal ones.

B. Protocol

The evaluation comprises five recorded trials for each
of the 13 conditions, giving 65 trials per platform. The
protocol defines success by the operation completed on the
attachment within the specified timeout (Table III). The ex-
periments in this paper use operator-issued task commands,
and Platform C additionally uses a learned whole-body
controller [24] to track them.

Before recording, operators perform familiarization trials
for each condition until three consecutive completion times
fall within 20% of each other, and practice trials are excluded
from the scored evaluation. The board orientation, attachment
configuration, control mode, and controller parameters are
held fixed within each recorded condition. Each trial starts
from the specified initial mechanism state and a fixed neutral
end-effector pose. Timing begins with the first commanded
task motion and stops at success, an unsuccessful termi-
nation, a safety stop, or the condition timeout, and only
successful trials receive a completion time. Trials involving
damage or displacement remain in the log, with the event
described in the notes.

C. Metrics

For each platform and condition, we report the number
of successful trials out of five and the median completion



TABLE III: Task specifications for all 13 evaluation conditions. Stages apply to composed assembly tasks. Record the
last completed stage, with 0 indicating that no stage was completed.

Category Condition Success criterion Timeout (s) Stages
Ball valve Handle rotated 90° from closed to open 60 Single action
Torque Ball valve + ring Handle rotated 90° from closed to open, ring fitted 90 Single action
Gate valve (small) Stem rotated one full turn from the closed position 90 Single action
Gate valve (large) Stem rotated one full turn from the closed position 120 Single action
Circuit breaker Toggle moved from one state to the other and held 60 Single action
Light bulb Bulb fully threaded until seated 120 Single action
Precision Thread (M8) Bolt fully threaded along the available length 120 Single action
Thread (M30) Bolt fully threaded along the available length 120 Single action
Peg insertion Free peg threaded into the empty socket until it seats 120 Single action
Button All stages completed within the timeout 60 (1) Open the cover — (2) press the
button until actuation
Lock and key All stages completed within the timeout 180 (1) Grasp the key — (2) insert
Composed vertically — (3) rotate to unlock
assembly Drawer All stages completed within the timeout 120 (1) Grasp the handle — (2) pull
open — (3) push closed
Shock absorber All stages completed within the timeout 180 (1) Grasp the pin — (2) align with

the hole — (3) insert fully

time of the successful trials. Completion times differ widely
between conditions, from a single lever push to a multi-stage
assembly, so we also express them relative to unimpaired
human performance, as timed hand-function tests do when
they score task times against normative data from unimpaired
subjects [14], [25]. The reference time h, of condition
a is the median completion time of unimpaired subjects
performing it with their own hand, and the slowdown of a
platform on that condition is its median time divided by h,.
To combine success and speed, platform p scores, on each
condition, its success rate multiplied by the ratio of the
reference time to its median time ¢, ,. That ratio is capped
at one, so finishing one condition faster than the human
reference cannot offset a failure on another, and a condition
with no successful trial scores zero. With s, , successful
trials out of five, the HiveScore is the mean over the 13

conditions, expressed out of 100,
min(L ha) , 3)

tpa

and it reaches 100 only when every trial succeeds within
the human reference time. Since platforms with the same
HiveScore can differ in how many conditions they complete
and in how fast they complete them, we report it together
with the success count and the slowdown.

13
100 s
HS, = — ) 2~
P13 ~ 5

D. Trial logging and learning data

The release includes the protocol, task instructions, and
trial templates in CSV and spreadsheet formats, and a
browser-based Evaluation Runner that displays the task cri-
teria, times each trial, and exports the records. A complete
submission requires all 65 trial entries, a platform descrip-
tion, a setup photograph, and an external-camera recording
of each trial. DataHive, a separate toolkit adapted from the
Oopsie Data workflows, lets laboratories associate HDF5
state and command records and MP4 camera recordings with

task annotations, validate the episodes, and upload them to
a private Hugging Face dataset repository. Using demon-
strations collected with DataHive, we have also fine-tuned
and evaluated the vision-language-action model 7y 5 [26] on
&8 HiveBoard tasks. These learned-policy results, along with
the dataset used to fine-tune them, will be reported on the
project page and in the full version of this paper.

V. EXPERIMENTAL VALIDATION

Each laboratory printed the board locally from the released
STL files with the recommended print profile and ran the pro-
tocol of Section [V on its own hardware. All five platforms
completed 65 recorded trials, and four unimpaired subjects
completed the same protocol to provide the reference times.

A. Human reference

Four unimpaired subjects performed all 13 conditions
with their own right hand, with five recorded trials per
condition after familiarization and the same timing rules as
the platforms, on a board mounted horizontally on a desk in
front of them. The subjects were right-handed and between
20 and 30 years old. The study was approved by the ethics
committee of the University of Glasgow, and the subjects
gave informed consent. All 260 human trials succeeded, each
at the first attempt and without a regrasp. Table I'V lists the
reference time h, for each condition.

B. Validation results

Table V reports the successful trials and median com-
pletion times. All five platforms completed four conditions
in every trial (both ball-valve configurations, the large gate
valve, and the button). The circuit breaker and the lock were
completed by all five, with a single failure on Platform B
and on Platform E respectively, and the light bulb by every
platform except Platform E. The M8 fastener and the peg,
the two parts that require a small threaded item to be held
while it is turned, failed on all five. The small gate valve was



TABLE IV: Human reference completion times. h, is the
median over the four subjects of each subject’s median over
five trials, and the range gives the lowest and highest subject
medians. All 260 trials succeeded.

Condition he (s) Subject medians (s)
Ball valve 1.27 1.20 to 1.81
Ball valve + ring 1.54 1.31 to 1.96
Gate valve (small) 2.29 1.72 to 2.83
Gate valve (large) 2.62 1.61 to 3.83
Circuit breaker 1.45 1.12 to 1.47
Light bulb 4.29 4.09 to 4.62
Thread (M8) 591 4.79 to 9.05
Thread (M30) 11.46 7.77 to 13.41
Peg insertion 8.18 7.54 to 8.96
Button 2.43 1.89 to 2.73
Lock and key 3.16 2.95 to 3.45
Drawer 4.06 3.34 to 5.13
Shock absorber 2.68 2.43 to 3.87

TABLE V: Successful trials out of five and median com-
pletion time of the successful trials (s) for each platform
and condition. “~” marks a median that is undefined because
no trial succeeded.

Successes Median time (s)
Condition A BCDE A B C D E
Ball valve 55555 105 90 7.8 21 14.1
Ball valve +ring 5 5 5 5 5 169 9.0 92 22 147
Gate valve (small) 5 0 5 5 5 199 - 23.1 2.7 342
Gate valve (large) 5 5 5 5 5 174 100 168 23 21.8
Circuit breaker 54555 156 85 6.7 1.6 13.8
Light bulb 55550 273 830 193 52.1 -
Thread (M) 000O00O0 - - - - -
Thread (M30) 00040 - - - 102.6 -
Peg insertion 000O0O0 - - - - -
Button 55555 239100 13.3 3.0 23.1
Lock and key 5555 4 404 150 214 15.1 60.2
Drawer 05051 - 23.0 - 399 57.1
Shock absorber 05045 - 16.0 - 394 29.2

completed by every platform except Platform B, the M30
fastener only by Platform D, the drawer by Platforms B
and D and once by Platform E, and the shock absorber
by Platforms B, D, and E. The friction ring added 6.4 s
to the median ball-valve time on Platform A, 1.4 s on
Platform C, 0.6 s on Platform E, and 0.1 s on Platform D,
while Platform B recorded 9.0 s in both configurations.
Table VI lists the recorded failure causes, which differ
by platform. On Platform A, the wrist does not rotate
cleanly about a fixed axis under tablet teleoperation, so
both threaded fasteners and the peg fail as kinematic limits,
and the parallel jaw could not hold the recessed drawer
handle or the shock-absorber pin, which are recorded as
grasp geometry. Platform B records 20 of its 21 failures as
kinematic limits, and Platform E records kinematic limits
on all four threaded conditions, including the light bulb,
because none of the threaded parts could be aligned with
its mate. Platform C records control precision on all 25
failures, which the operator attributes to alignment through
the virtual-reality interface. On Platform D, the M8 screw

TABLE VI: Dominant failure causes of the unsuccessful
trials, with trial counts out of five. K: kinematic limit; G:
grasp geometry; C: control precision; F: force limit; S: slip;
O: other. Conditions without failures are omitted.

Condition A B C D E
Gate valve (small) - K5 - - -
Circuit breaker - 01 - - -
Light bulb - - - - K5
Thread (M) K5 K5 C5 F4,01 K5
Thread (M30) K5 K5 C5 F1 K5
Peg insertion K5 K5 G5 (6] K5
Lock and key - - - - S1
Drawer G5 - G5 - G4
Shock absorber G - G5 F1 -

TABLE VII: Platform summary. Completed: conditions
with at least one success. Slowdown: median ¢, ,/h, over
completed conditions. Human scores are computed for each
subject against the other three.

Platform Successes Completed Slowdown HiveScore
A 40/65 8 9.3 7.0
B 44/65 9 5.8 12.0
C 40/65 8 6.0 104
D 53/65 11 1.6 41.6
E 40/65 9 10.9 5.7
Human subjects  260/260 13 - 85.8 t0 97.8

head could not be held against thread friction, and eleven of
its twelve failures are force limits or control precision. Stage-
wise scoring separates failures with the same outcome, since
the drawer and the shock absorber failed before stage 1 on
Platform A, while Platform C grasped both parts in all five
trials and then failed at the subsequent motion or alignment.

C. HiveScore

Table VII summarizes the human-referenced scores.
Scored against the other three, the four human subjects reach
85.8 to 97.8. The Macao reaches 41.6 and the four teleoper-
ated arms 5.7 to 12.0. On the conditions they completed, the
arms took a median of 5.8 to 10.9 times the reference time,
against 1.6 times for the Macao, and if every successful trial
had matched the reference time, each score would equal the
success rate, 62 to 68 for the arms and 82 for the Macao.
Platforms A, C, and E succeeded in the same 40 trials, and
their scores differ through speed alone.

D. Limitations

Each platform was operated by a single operator at one
laboratory, so operator skill and platform capability are not
separable in these data. The human reference comes from
four right-handed subjects at one laboratory. This version
of the paper also doesn’t systematically address sim2real
deployments and evaluation of learning-based methods.

VI. CONCLUSION

We present 3 HiveBoard, an open, modular benchmark
of functional mechanisms modeled on industrial fittings



and printed in PLA on consumer FDM machines, released
under a permissive license with URDF and USD assets,
Isaac Lab RL environments, the evaluation protocol, and
logging templates. Five systems completed the protocol at
65 trials each, and none completed the full library, with
the Spot Arm and the ANYmal succeeding on eight of the
13 conditions, the SO-101 and the Franka on nine, and
the Macao on eleven. The recorded failure causes differ
by platform, with kinematic limits dominating on the Spot
Arm, the SO-101, and the Franka, control precision on every
failed ANYmal trial, and force limits and control precision
on the Macao. Against the times of four unimpaired subjects,
the teleoperated arms score 5.7 to 12.0 on the HiveScore
and the Macao 41.6, compared with 85.8 to 97.8 for the
subjects. The same tasks are available in simulation, where
the Isaac Lab environments share one observation and action
interface across manipulators, and demonstrations collected
with DataHive were used to fine-tune the VLA model 7 5,
whose results are reported in the full version of this paper.
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