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Abstract— Non-prehensile manipulation enables flexible ma-
terial handling with part carriers, but friction-based support
makes high-speed motions failure-prone, while slower operation
increases cycle time. Proactive failure prediction is therefore
essential for efficient and reliable performance, yet existing
approaches remain limited by key constraints, including sensi-
tivity to dynamic actions and high dependence on known policy
structures. Furthermore, existing methods and datasets lack a
precise characterization of the latest intervention time, leaving
it unclear whether a detected failure can still be prevented
through timely intervention. In this paper, we investigate lift-
and-place tasks for non-prehensile material handling manip-
ulation and propose a more effective approach to predicting
precursors to failures (PREFAIL) by analyzing the relative
motion of target objects with respect to the carrier. We further
introduce a dataset that precisely identifies the latest interven-
tion time for risky manipulations, enabling rigorous evaluation
of whether a failure prediction is actionable. We validate our
approach on both simulation and real-world datasets. Our
experimental results demonstrate that PREFAIL substantially
improves both the accuracy and timeliness of responses to
failure precursors. Our website with supplementary material
is available at: https://zshanggu.github.io/zeyu-prefail/

I. INTRODUCTION
Non-prehensile manipulation in industrial material han-

dling application [1], [2], [3], such as pushing, sliding, tilting,
or sweeping, unlike grasping, relies solely on contact forces
to support objects, where rapid direction changes introduce
large inertial forces that can overcome friction, leading to
failure, object damage, or costly human intervention. In
contrast, operating at uniformly low speeds is impractical
due to high cycle times. Therefore, it is highly desirable
to have a failure prediction system that enables high-speed
operation while continuously monitoring risk to achieve fast
cycle times with reduced failure risk.

Current failure prediction methods demonstrate success
in controlled laboratory settings [4], [5], [6], however,
we observe that predicting failures during high-speed non-
prehensile robot manipulation remains challenging. First,
training data for failure cases during dynamic manipulation
are rare. Second, we observe that current out-of-distribution
(OOD) detection methods [7] struggle to distinguish between
failure and non-failure trajectories in rapid manipulation
scenarios. Moreover, many existing approaches hinge on
predicting future actions from a learned policy. This de-
sign tightly couples failure detection to a specific control
strategy, limiting cross-scenario generalization. These limi-
tations motivate us to explore a novel approach that is (i)
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Fig. 1: Our lift-and-place task involves a carrier (the pink plate in the
image) mounted on a robot arm that handles an object (the cyan box) at the
maximum allowable speed. Our method utilizes the visual observation and
robot state values during a real-time robotic lift-and-place task, and predicts
a continuous risk value (blue solid line) that represents the likelihood of
failure. Once the risk is approaching the threshold (medium risk zone), the
system must adjust and slow its speed, otherwise, the failure is inevitable
after tstop (high risk). Since we will use sliding window during inference,
there will be a warm-up period for collecting sufficient history information.

policy-agnostic and (ii) adapt to fast-moving non-prehensile
manipulation scenario. In this paper, we focus on rapid lift-
and-place as a representative task, which is widely used in
non-prehensile material handling applications.

We hypothesize that, under fast manipulation settings, fail-
ure prediction systems must react rapidly to scene changes.
Drawing an analogy from human driving: at highway speeds,
drivers assess risk from surrounding vehicles’ motion and
adjust accordingly, but braking too late makes a collision
unavoidable. This intuition suggests two key insights for
robotic manipulation. First, for non-prehensile lift-and-place,
unusual relative motion between objects can serve as an early
indicator of impending failure. Second, there exists a critical
time threshold beyond which even standard emergency inter-
vention on industrial robots, such as emergency stop, cannot
prevent failure due to inertia and contact dynamics. Existing
benchmarks for failure prediction [8], [9], [10], [11] do not
capture this critical temporal boundary, making it difficult
to evaluate whether a system predicts failures early enough
for effective intervention. To address this gap, we propose a
novel data collection pipeline that precisely labels the latest
moment at which an emergency stop can still prevent failure
(denoted as tstop, see Sec. IV). This labeled threshold enables
us to evaluate whether our method predicts failures with



sufficient notice for real-time corrective action.
Motivated by these insights, we propose PREFAIL, a

policy-agnostic failure prediction framework for fast lift-and-
place manipulation. PREFAIL monitors geometric changes in
the scene and predicts whether failures will occur before the
critical deadline tstop, enabling timely intervention. PREFAIL
utilizes a two-branch architecture. The observation branch
extracts multi-view visual features and relative object-carrier
motion, and a state branch encodes proprioceptive signals
and past risk estimates. These features are fused to predict
a continuous risk value in [0,1]. Our goal is to correctly
predict the boundary risk value before tstop to enable timely
interventions to avoid an irrecoverable failure.

We evaluate PREFAIL using both simulation and real-
world data, comparing against a competitive OOD base-
line [7]. PREFAIL achieves superior performance across
multiple metrics: precision, accuracy and recall for correct
failure identification, and intervention timeliness ratio, a
metric we introduce that measures the percentage of ma-
nipulation completed before triggering an intervention (see
Sec. IV-C). A high intervention timeliness ratio indicates the
system avoids overly conservative predictions that unneces-
sarily halts manipulation early, while still preventing failures.

Our contributions include:
• PREFAIL, a novel framework for proactive failure pre-

diction for rapid non-prehensile lift-and-place manipula-
tion that analyzes the relative motion between the object
and the carrier.

• A dataset with precise temporal labeling that identifies
the critical moment beyond which even emergency
interventions cannot prevent failure, enabling evaluation
of prediction timeliness in addition to accuracy.

• Experiments in simulation and the real world demon-
strating that our motion-based approach achieves higher
performance compared to baselines.

II. RELATED WORKS
A. Failure Detection

Current research on failure identification in robotic ma-
nipulation can be broadly categorized into two approaches:
reactive analysis and proactive prediction. Prior methods for
reactive analysis include failure explanation using natural
language [6], [11], [12], closed set classification [13], [14],
or using Large Language Models (LLMs) to aid in failure
detection [15], [4], [16], [17], [18], [19]. Despite progress,
their post-hoc nature limits use in industrial settings, where
proactive prediction and prevention are crucial.

Compared to reactive failure detection, proactive failure
prediction in robotic manipulation focuses more on real-time
failure detection and prevention. Sogi et al. [20] propose
a proactive success-or-failure classification framework. En-
shen et al. [21] propose using geometric constraints for real-
time failure prediction. Ping et al. [22] use machine learning
to predict maximum object shift for wafer transferring sce-
narios. Parashar et al. [23] propose to combine exhaustive
simulation-based falsification with Gaussian process regres-
sion to bridge the sim-to-real gap. Lee et al. [24] propose an

analytical grasp failure model for multi-suction-cup grippers
that solves load distribution via a minimum spring potential
energy quadratic program. Sagar et al. [25] generates action
probability distributions to assess risk without explicit failure
labels in fixed action space. In contrast to these scenario-
specific methods, another important technique is to use
out-of-distribution (OOD) methods to detect failures. Fail-
Detect [7] formulate failure detection as an OOD problem
to address the limitations of data collection. While prior
works have made meaningful progress in failure detection,
existing methods and benchmarks are evaluated on slow-
speed manipulation scenarios and lack annotation of the
critical intervention boundary[8], [7]; therefore, we introduce
a new dataset of fast-moving manipulation.

B. OOD Methods for Failure Detection

Out-of-distribution (OOD) detection provides a general
framework for robotic failure detection. Distance-based
methods such as Principal Component Analysis with K-
means clustering (PCA-kmeans) embed observations via
PCA, flagging observations far from the in-distribution clus-
ters as failures [26]. One-class methods like Random Net-
work Distillation (RND) train a predictor to mimic a frozen
random target network on successful trajectories, where a
large mismatch at inference signals OOD behavior [27].
Consistency Flow Matching (CFM) measures trajectory cur-
vature in the observation-to-noise forward flow, where high
curvature indicates that the input is OOD [28]. Second-order
methods like Natural Posterior Network (NatPN) impose a
Dirichlet prior on class probabilities to separate epistemic
from aleatoric uncertainty, using high epistemic uncertainty
as an indicator of OOD inputs [29].

Building on these foundations, Fail-Detect [7] combines
scalar OOD scores with a time-varying conformal prediction
band to guarantee runtime false positive rate control, intro-
ducing the log-probability in latent noise space (logpZO)
score, which maps observations to latent noise via flow
matching and uses the squared norm as the OOD signal.
More recently, FIPER [30] integrates an RND-based OOD
score in the policy’s observation embedding space with
an action-chunk entropy score over short sliding windows,
triggering a failure alarm only when both exceed their
conformal thresholds. As this is concurrent work, we do not
include it as a baseline. However, existing OOD-based failure
detection methods tend to over-confidently flag roll-outs as
failure early in execution, motivating a more reliable failure
detection scheme for fast-moving manipulation scenarios.

III. PROBLEM FORMULATION

We define proactive failure prediction for the lift-and-place
task as a end-to-end time series prediction problem, which
takes a sequence of visual observations and robot states as
raw input. At each time step ti, the system outputs a risk value
Ri ∈ R, representing the likelihood of a failure precursor.
The observation Oi = {It−m+1, . . . , Ii}top,side contains image
frames I from two camera (Ctop,Cside) within a temporal
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Fig. 2: Overview of PREFAIL (see Sec. IV for details). For each sample with m time steps, the observation branch processes multi-view images to extract
visual features P1, then uses the segmented contours of the target object and the carrier to calculate their relative motion to get the motion features P2. The
state branch uses E3 to encode robot states and past risk values to produce features P3. We fuse and process features with E4 to output a continuous risk
value Ri indicating the likelihood of a failure at each time step ti.

window of length m (here we use m = 5 empirically). The
state Si at time ti is:

Si = {(ei−m+1,θi−m+1, θ̇i−m+1), . . . ,(ei,θi, θ̇i)}, (1)

which contain the robot end-effector position (ei ∈R3), joint
angles θi, and joint velocities θ̇i for the past m time steps. In
this paper, we study lift-and-place manipulation in which a
6-DOF robot transports a target object o on a flat carrier
c at maximum joint velocity. A failure occurs when the
target object o falls from the carrier c while the robot is in
motion. If the object reorients but remains on the carrier, the
manipulation is considered successful. We assume at most
one failure per trajectory, as a dropped object terminates the
lift-and-place task.

IV. METHOD: PREFAIL

Our method, PREFAIL, consists of two input branches,
as shown in Fig. 2. The observation branch extracts visual
features from the multi-view video stream and the computed
relative motion between the target object and the carrier. The
state branch encodes robot states (from Eq. 1) along with
predicted risk values from previous time steps. These features
are processed to produce a continuous risk estimate.

A. Data Labeling: Historical Backtracking

We design a data collection pipeline that assigns a risk
value Ri ∈ [0,1] to each time step during manipulation,
starting from the first time step t0. We propose a historical
backtracking method for data collection in simulation, which
identifies two key moments within a trajectory: (1) the last
time step at which an emergency stop (e-stop) can prevent a
failure, denoted as tstop, and (2) the moment when the failure
actually occurs, denoted as tfail; for lift-and-place tasks, tfail
is the moment when the object drops from the carrier.

To determine tstop from historical backtracking, we use
counterfactual reasoning [31] and iteratively search backward
from tfail using a binary search strategy to find the earliest,
safe intervention point. For each trajectory, we first identify
tfail which is detected in simulation by checking whether the
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Fig. 3: Historical backtracking data collection pipeline. The upper
portion illustrates the iterative binary search process (across all iterations:
Iter. 0, 1, 2, ..., n, n+1) for historically backtracking from the actual
failure moment tfail (the black box drops from the pink panel), namely
historical backtracking. In each iteration, we apply an e-stop (indicated by
red border) and observe whether failure still occurs in the following time
steps (indicated by the translucent color). The binary searching process will
eventually converge to a critical time step tstop, defined as the latest point at
which applying an emergency stop would still prevent failure, such that the
failure would not occur at tstop but would inevitably occur at the subsequent
timestep tstop+1 . The curve in the bottom part represents the labeled ground
truth value of the risk value, Ri = 0.5 at the moment tstop, Ri = 1.0 at tfail.

object’s center of mass drops below that of the carrier, or
manually annotated in the real world. We then iteratively
narrow down tstop by: (1) replaying the trajectory and apply-
ing an e-stop at the midpoint of the current search interval,
(2) observing whether failure still occurs, and (3) updating
the interval accordingly (searching the earlier half if failure
occurs, and the later half otherwise). As shown in Fig. 3, in
Iter. 1 we apply the e-stop at 1

2 tfail and observe no failure,
so we search later; in Iter. 2 we apply it at 3

4 tfail and observe
failure, so we search earlier. This process continues until we
find t∗ such that an e-stop at t∗ prevents failure while one at
t∗+1 does not, which we define as tstop. Then, for other time



points, we apply Hermite splines [32] to interpolate the risk
values, enabling the model to learn the temporal progression
toward the boundary (see Sec. V-G).

In the real world, historical backtracking requires physical
resets of the same trajectory. Human annotators label three
key moments: t0 is the start of manipulation; tfail is the
moment that the object starts falling off the carrier; and tstop,
which is determined via a physical binary search procedure.
The rollout is repeatedly replayed with the emergency stop
applied at different times, and tstop is the latest time at
which applying the e-stop prevents failure. Because the e-
stop is applied to the physical robot and its outcome directly
observed, tstop is empirically verified.

B. Network Design

As illustrated in Fig. 2, our network adopts a two-branch
architecture. The observation branch extracts visual features
from multi-view video data and the relative motion computed
from consecutive images. The state branch incorporates
proprioceptive robot state variables together with predicted
risk values from previous time steps.

Image sequence feature. Faster relative motion often
correlates with higher risk. However, such motion may be
ambiguous or unobservable from certain viewpoints, such
as when the object moves along the camera’s line of sight.
To improve robustness, we use two cameras from distinct
perspectives to capture complementary motion cues. Since
robot manipulation is inherently dynamic, we conduct failure
analysis over a temporal window of m steps using RGB
image sequences from both cameras. The image sequence
I is encoded by E1 (here we use a CNN layer) to produce
the visual features P1.

Relative motion feature. At each time step ti, we obtain
the relative motion values M between the target object o and
the carrier c in each camera view (Ctop and Cside), represented
by Mi

top and Mi
side, from the image features. Specifically,

Mi
top,side = {Ri

o−c,T
i

o−c}top, side includes an object-carrier rel-
ative rotation value (Ri

o−c = θ i ∈ R1) and an object-carrier
relative translation value (T i

o−c = (X ,Y )i ∈ R2). In each
camera view C, the object-carrier relative rotation Ri is
computed as the difference between the object-object relative
rotation (Ri

o−o) and the carrier-carrier relative rotation (Ri
c−c),

where the same decomposition holds for the object-carrier
relative translation:

Ri
o−c = Ri

o−o −Ri
c−c, T i

o−c = T i
o−o −T i

c−c (2)

To obtain the object-object and carrier-carrier relative mo-
tions in Eq. 2, we utilize 2D iterative closest point (ICP) [33],
[34], which estimates the relative displacement between the
object’s (or carrier’s) position at the current time step ti and
its position at the initial time step t0:

(R,T )i
o−o,c−c = ICP(V 0,V i) (3)

where V 0 and V i denote the geometric contours of the target
object or carrier at the initial and current time steps, respec-
tively. Concretely, we extract the contours {V i

o,V
i
c}top, side in

both camera views at each time step i: in real-world settings,

we leverage a pre-trained SAM2 model [35] to segment and
obtain these contours, while in simulation we directly use the
projected object shape as its contour. We apply 2D ICP to
these contours to compute the motion values (R,T )i

o−o,c−c,
and its accuracy is further validated in the supplementary
material. The relative motion makes it readily applicable to
other non-prehensile manipulation tasks, since SAM2 can
be used to segment arbitrary objects, instead of relying on
prior knowledge of object geometry. As shown in Fig. 2, the
relative motion M passes through an encoder E2 (here we
use a MLP layer) to produce the feature embeddings P2.

Robot state feature. In our second branch, we process the
robot state S as an additional feature, which includes the end-
effector position, joint angles, and joint speeds, as well as
the predicted risk values from the past m−1 steps within the
current sampling window. The first three values capture the
physical state of the robot and, since they are correlated with
the image observations across different camera views, this
feature can be shared with the visual observation features.
The past risk values encode the temporal trend of the
manipulation risk, leading to more robust inference (see
Sec. V-D). Although derivable from joint angles via forward
kinematics, we provide the end-effector position explicitly to
ease training. These states are passed through an encoder E3
(we use a MLP layer) to produce the feature embedding P3.

Finally, P1, P2, and P3 are concatenated and passed through
an encoder E4 (here we use a ResNet module [36]) to
produce the final continuous risk value Ri ∈ [0,1]. In a
training batch, the samples with high risk value and the
samples with low risk value are evenly mixed for balanced
training. Also, the past risk is disturbed randomly for data
augmentation purpose, similar to teacher forcing [37]. Details
are in the supplementary website.

For a training batch with N samples, the total training loss
LTotal is defined as a weighted combination of a classification
loss LCls and a regression loss LReg:

LTotal = αLCls +(1−α)LReg, (4)

where α controls the relative contribution of each term. The
regression loss uses mean squared error (MSE) to measure
the discrepancy between the predicted risk values Rpred

i and
their ground truth counterparts Rgt

i , enabling the model to
learn the temporal evolution of risk,

LReg =
1
N

N

∑
t=1

(Rpred
i −Rgt

i )
2. (5)

Since the learning objective is also to identify the safety
boundary for triggering an emergency stop, each training
sample is assigned a binary label yi indicating whether it
corresponds to a high-risk state (after tstop) or a low-risk
state (before tstop). The classification loss is formulated as
binary cross-entropy,

LCls =− 1
N

N

∑
i=1

[yi log(ŷi)+(1− yi) log(1− ŷi)] , (6)

which strengthens the model’s ability to discriminate be-
tween safe and unsafe conditions, and consequently will



Methods / Variants Simulation Real-world

Precision ↑ Accuracy ↑ Recall ↑ η ↑ Precision ↑ Accuracy ↑ Recall ↑ η ↑

Fail-Detect [7]
(ResNet18)

(CFM [28], FM) 0.389 0.389 1.000 0.179 0.478 0.478 1.000 0.297
(CFM [28], DP) 0.386 0.386 1.000 0.202 0.500 0.500 1.000 0.303

(NatPN [29], FM) 0.374 0.374 1.000 0.198 0.493 0.493 1.000 0.275
(NatPN [29], DP) 0.384 0.384 1.000 0.185 0.493 0.493 1.000 0.275

(PCA-kmeans [26], FM) 0.389 0.389 1.000 0.104 0.493 0.493 1.000 0.226
(PCA-kmeans [26], DP) 0.388 0.388 1.000 0.082 0.489 0.489 1.000 0.221

(RND [27], FM) 0.369 0.369 1.000 0.267 0.504 0.504 1.000 0.289
(RND [27], DP) 0.384 0.384 1.000 0.170 0.507 0.507 1.000 0.302

(logpZO [7], FM) 0.389 0.389 1.000 0.118 0.504 0.504 1.000 0.195
(logpZO [7], DP) 0.389 0.389 1.000 0.083 0.496 0.496 1.000 0.219

PREFAIL (ours) (ResNet18) 0.991 0.995 0.995 0.933 0.944 0.963 0.985 0.932
PREFAIL (ours) (ResNet50) 0.967 0.986 0.995 0.964 0.916 0.948 0.984 0.910

PREFAIL (ours) (ResNet152) 0.995 0.997 0.995 0.923 0.900 0.933 0.978 0.925

TABLE I: Performance on simulation and real-world data. For simulation, the model is both trained and tested on simulation data. For real-world, the model
is trained and tested on real-world data, with results reported as the average over 10-fold cross-validation across 10 experiments. The baseline method has
multiple variants, each evaluated with different policy generation methods (FM for flow-matching [38], DP for diffusion policy [10]). The best results are
highlighted in bold. Our PREFAIL consistently and largely outperforms all baseline variants. Although we do not achieve 1.000 recall, our high precision
and high recall together indicate a stronger ability to distinguish failures from non-failure modes. In contrast, the baseline’s low precision with high recall
suggests a biased output that defaults to predicting failure. For more details, see Sec. V-B.

Modules Precision ↑ Accuracy ↑ Recall ↑ η ↑

Complete 0.995 0.997 0.995 0.923

Classification loss only 0.574 0.850 1.000 0.990
Regression loss only 0.980 0.991 0.995 0.855

Without images 0.973 0.988 0.995 0.904
Without relative motion 0.812 0.870 0.816 0.596

Without past risk 0.314 0.315 1.000 0.832
Without end-effector position 0.958 0.983 0.995 0.910

Without joint angles 0.927 0.972 1.000 0.860
Without joint speeds 0.384 0.417 0.995 0.839

TABLE II: Ablation results of PREFAIL trained on simulation data. We first
decouple the loss terms by disabling classification or regression, then isolate
the relative motion from the observation features, and then partially remove
the robot state. The results indicate that the past risk values and the relative
motion are the most critical components. Furthermore, both losses contribute
to balancing precision, accuracy, recall, and intervention timeliness η .

improve its identification of tstop and leading to a higher
intervention timeliness ratio η (see Sec. IV-C and Sec. V-D).

C. Assessment Metrics

We evaluate using four metrics, precision, accuracy, recall,
and intervention timeliness ratio. We calculate precision,
accuracy, and recall by defining 5 cases. A true positive
(TP) occurs when the model correctly predicts a failure
before the latest intervention point tstop, leaving sufficient
time for effective action. A true negative (TN) corresponds
to correctly identifying a successful rollout. A false negative
(FN) occurs when the model misses a failure. False positives
(FP) include two distinct cases: FP-1, where the model
incorrectly reports a failure for a successful rollout, and FP-
2, where the model detects a real failure only after tstop,
rendering the prediction too late. Examples are in Fig. 5.

In addition, to discourage overly conservative predictions,
we introduce the intervention timeliness ratio η . This repre-
sents the percentage of time steps completed at the moment
when the failure is correctly predicted:

η = tpred
stop /tstop, (7)
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Fig. 4: Visualization of the objects and carriers used in our dataset.

where the optimal η is 1.0, indicating that the model predicts
the failure at the last possible moment before the intervention
deadline, thus maximizing task execution progress before
triggering an emergency compensation, as shown in Fig. 5.
Given the fast-moving task, a higher η is desirable, as it
implies that the intervention minimizes the overall cycle time
T . For real-world examples, see Sec. V-F.

V. EXPERIMENTS
A. Data and Experiment Setup

We collect two datasets to evaluate our method: one in
simulation using MuJoCo [39] and one in the real world.
Both use a UR5 robot arm with a flat tray carrier holding an
object placed on top. The carrier is attached via a Robotiq
2F-85 parallel-jaw gripper in the real world, and rigidly fixed
to the end effector through a defined joint in simulation. In
the real world, two Intel RealSense D435 cameras provide
top-down and side views in 30fps.

As discussed in Sec. IV-A, collecting real-world data is
labor-intensive, so we collect data in simulation to facili-
tate large-scale verification. The simulated dataset has two
subsets. The first focuses on box-shaped objects to mimic
typical industrial handling scenarios [40] and contains 539
simulation trajectories. The second contains 5,236 simula-
tion trajectories with diverse daily objects adopted from
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Fig. 5: Visualization of all evaluation results on real-world test cases, with the predicted risk value curve (solid red line) vs the ground truth risk value
curve (solid blue line) during evaluation. The dotted red line refers to the moment of tstop, while the dotted blue line is tpred

stop . The threshold of risk value
(Ri = 0.5) is indicated by dotted green line. TP* is a perfect case that demonstrates η = 1.0. See Sec. IV-C for details.

Lum et al. [41]; training and test trajectories are drawn from
this set to evaluate performance across a wide range of ge-
ometries. In addition, we collect 254 real-world trajectories
using five types of box-shaped objects. Two boxes include
packaged goods with shifting contents, which introduces
more variability. Experiments are conducted separately on
simulation and real-world data. For each dataset, we split
the collected trajectories into training, validation, and test
sets with an 8:1:1 ratio (see Fig. 4 for examples). See
supplementary website for detailed description of the dataset.

Each trajectory corresponds to a rapid lift-and-place task
in which the robot dynamically moves the carrier (with
an object on it) within the workspace, operating at its
maximum joint velocity. To simulate challenging industrial
conditions and increase trajectory diversity, we randomize
object and physics parameters during data collection; details
are provided in the supplementary website.

B. Model Evaluation on Simulated Data

We train and evaluate both the baseline method [7] and
our model on the 5,775 simulated trajectories. All meth-
ods are trained for 200 epochs, with results reported in
Tab. I. As described in Sec. IV-C, the four metrics assess
performance from complementary perspectives. Compared to
the OOD baseline, PREFAIL significantly improves overall
performance. For example, precision improves by over 155%
(from 0.389 to 0.995) and accuracy by over 156% (from
0.389 to 0.997), reducing respective error rates by more
than 99%, demonstrating that PREFAIL substantially reduces
false positives while correctly identifying true failure cases.

Although the baseline achieves a recall of 1.000 on our
dataset, this comes with very low precision and accuracy. No-

tably, its precision and recall are identical, indicating that the
baseline predicts every trajectory as failure. Such behavior
is overly conservative and fails to distinguish between true
positives (TP) and true negatives (TN). In contrast, PREFAIL
achieves both high precision and high recall, showing that it
can effectively discriminate between failure and non-failure
trajectories. In addition, PREFAIL improves the execution-
aware metric η from 0.198 to 0.964, indicating substantially
more accurate localization of the critical stopping time tstop.

C. Model Evaluation on Real-world Data

We train and evaluate our model on 254 real-world
trajectories. To ensure robustness given the limited data
size, we perform a ten-fold cross-validation by constructing
three different splits following the same ratio and report the
average performance in Tab. I.

D. Component Analysis

To evaluate the contribution of each module in our network
design, we perform ablation studies using the ResNet152
backbone on the simulation dataset from three perspectives:
(1) loss design, (2) observation inputs, and (3) robot state
inputs. The results are summarized in Tab. II.

Loss design. We analyze the individual effects of the
classification and regression losses. As shown in Tab. II,
using only classification loss results in lower precision and
accuracy but a high intervention timeliness ratio, whereas
using only regression loss yields high precision and accuracy
but a lower intervention timeliness ratio. These findings
are consistent with our analysis in Sec. IV-B, where the
classification objective primarily improves failure discrimi-



nation and enhances localization of tstop, while the regression
objective temporal evolution of the risk value.

Observation inputs. We evaluate the contributions of
image sequences and relative motion features. As reported in
Tab. II, using relative motion or image sequences alone does
not achieve optimal performance. Combining both modalities
improves performance, indicating that visual and motion cues
provide complementary information, with relative motion
playing a more dominant role.

Robot state inputs. We train the model by excluding one
robot state at a time to analyze the contribution of each input
component. Tab. II shows that past risk values and joint speed
data contribute significantly to the overall performance.

E. Visualization

In Fig. 5, we visualize representative prediction results and
simultaneously illustrate the five cases used to calculate pre-
cision and recall. These results are obtained under Sim&Real
training and evaluation using ResNet-18. In the TN case,
our model correctly predicts low risk values throughout the
manipulation. In the FP case, the model either incorrectly
predicts a high risk value when no failure occurs, or it
predicts tpred

stop after the ground-truth tstop. In the TP case,
the model correctly predicts tpred

stop before the ground-truth
tstop. In the FN case, the model fails to predict any high
risk values, even though the ground truth indicates a failure.
Additionally, the TP* case represents an optimal prediction,
where tpred

stop = tstop and η = 1.0.

F. Real-world Deployment

To validate real-world applicability, we deployed PRE-
FAIL on the lift-and-place task (Sec. III) and used its
predicted risk to proactively prevent failures.

In a lift-and-place manipulation that potentially fails be-
fore a total cycle time of T , our goal is to intervene at an early
stage by modulating the joint speed to prevent the failure,
incurring an additional cycle time ∆T . For example, the
original rollout failed around 0.86 s, although it was expected
to finish in 1.2 s. With our speed control strategy, the robot
instead completes the task successfully in 1.3 s, incurring
only a 0.1 s increase in cycle time. By contrast, slowing down
from the very beginning would require at least 1.8 s to avoid
failure. We use the predicted risk to dynamically modulate
joint velocities. At risk 0.0, the robot operates at maximum
speed; as risk increases, speed decreases proportionally,
reaching the minimum at risk 0.5. Speeds in between are
determined by linear interpolation, as shown in Fig. 6. This
risk-aware velocity scaling enables the system to respond
adaptively to potential failure states, slowing down cycle
in higher-risk scenarios to improve task robustness while
maintaining efficiency in low-risk conditions.

G. Discussion

Limitations. PREFAIL has several limitations that present
opportunities for future work. First, we study a single object
on a carrier. Extending PREFAIL to multi-object scenarios
would require reasoning about inter-object interactions and

Fig. 6: Trajectory showing a real-world deployment scenario where joint
speed is set based on the predicted risk value which in turn mitigates
subsequent risk after time step 20.

determining which relative motions are safety-critical. Sec-
ond, while our method predicts when intervention is needed,
it does not address a general recovery strategies, which are
application-specific and may require domain knowledge or
specialized hardware. Third, our relative motion estimation
relies on 2D ICP over projected contours, which may degrade
under occlusion, poor lighting, or visual ambiguity; depth
sensing with 3D ICP could provide more robustness at
increased computational cost. Finally, our historical back-
tracking data collection is efficient in simulation but is labor-
intensive in the real-world due to repeated rollouts and resets.

Can we model the system dynamics analytically and
predict failure from initial conditions and planned trajec-
tories? The contact dynamics between objects and carriers
involve complex, nonlinear interactions governed by friction,
surface geometry, and material properties that are not reliably
identifiable online and are difficult to model accurately. This
motivates a learning-based approach that infers failure risk
directly from observed data.

Why use interpolated values for the risk curve? Our
primary goal is to accurately identify the critical boundary
tstop. Intermediate risk values act as supervisory signals
that help the model learn the temporal progression toward
this boundary, approximating the continuous degradation of
recoverability as destabilizing factors (momentum, contact
instability) accumulate, and the safety margin diminishes
smoothly. Smooth continuous labels provide better learning
signals than discrete jumps. Although exact intermediate
values are not physically measured, they provide a relative
ordering of risk that helps the model distinguish early-stage
stable conditions from late-stage critical conditions. The
classification loss enforces learning of the binary boundary
(Ri = 0.5 at tstop), while the regression loss encourages
temporal consistency. In preliminary experiments, spline
interpolation outperformed step and exponential labeling in
striking best balance in intervention timeliness and precision
(see supplementary website for details).

Why use a fixed threshold? While failure patterns vary
across rollouts (e.g., different object dynamics), our model
learns to map diverse observable patterns to a calibrated risk



scale where 0.5 consistently represents the tstop boundary.
The network implicitly learns: “when I observe motion
pattern X, how close am I to tstop?” A fixed threshold enables
consistent interpretation: operators know that Ri > 0.5 means
past the “point of no return,” simplifying deployment across
object types and speeds without per-scenario tuning.

VI. CONCLUSION

In this paper, we investigate how proactive failure pre-
diction can balance cycle time and risk management in non-
prehensile lift-and-place material handling tasks. We propose
PREFAIL, which extracts relative motion from images to
capture scene dynamics and predict risk in advance. We
demonstrate that PREFAIL achieves an effective guarantee
of cycle time and manipulation reliability by adapting ex-
ecution speed based on risk assessment. Our experimental
investigation focused on object transport using a part carrier.
However, we believe that the methodology presented in this
paper will advance proactive robotic failure prediction for a
wide variety of high-speed material handling applications.
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